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Abstract—Web application internationalization frameworks
allow businesses to more easily market and sell their products
and services around the world. However, internationalization
can lead to problems. Text expansion and contraction after
translation may result in a distortion of the layout of the
translated versions of a webpage, which can reduce their usability
and aesthetics. In this paper, we investigate and report on the
frequency and severity of different types of failures in webpages’
user interfaces that are due to internationalization. In our study,
we analyzed 449 real world internationalized webpages. Our
results showed that internationalization failures occur frequently
and they range significantly in terms of severity and impact on
the web applications. These findings motivate and guide future
work in this area.

I. I NTRODUCTION
Web application internationalization frameworks allow companies to more easily provide versions of their website customized for an end users’ locale. This can improve the
accessibility of a web site and improve the user experience.
Although internationalization frameworks can simplify many
localization related tasks, their use can come with unforeseen
problems. Translated strings may expand or contract based
on the verbosity of the target language. This can cause the
intended appearance of a webpage to become distorted or its
user interfaces (UIs) to become more difficult for end users
to access. Avoiding these problems is essential for the success
of a website as studies have shown that website visitors use
a website’s appearance to form opinions of its trustworthiness
and the quality of the services it delivers [1], [2], [3].
This challenge related to internationalization is well-known
in the web application developer community and there are
many widely used internationalization frameworks [4]. These
frameworks allow developers to isolate “need-to-translate”
strings in locale specific resource files, which are loaded and
used at runtime. A more lightweight option is for developers
to integrate translation APIs, such as the Google Website
Translator [5], into their websites. These APIs allow visitors
to automatically translate text in the page. Although both of
these mechanisms allow for the translation of websites, their
use does not necessarily result in maintaining the intended
appearance of a webpage. As we explain in more detail in
Section II, translated versions of text can be of different
lengths and heights, depending on the character set of the
target language. Other problems, such as not properly setting

character encoding information, can also cause the page to
appear incorrect.
Despite awareness of the challenges of internationalization,
little is known about the actual internationalization problems
that plague deployed web applications. The result of this is that
well-known blogs and software engineering companies often
provide developers with generic and vague advice, such as
“Provide for effective presentation of the UI after the expansion that results from translation” and “Avoid implicit assumptions or expressions of reading and writing directions” [6].
Although well meaning, this type of guidance does not provide
directly actionable information or advice. Similarly, existing
research in this area does not address the question of what type
of internationalization problems occur. Instead, existing work
has focused on techniques for exercising code in ways that
could expose internationalization problems (e.g., Apple Xcode
IDE pseudo-localization [7]) or techniques for identifying the
symptoms of these problems (e.g., GWALI [8] and fightinglayout-bugs [9]), or techniques that locate strings in web
applications that developers need to isolate in resource files for
translation [10], [11]. Despite their contributions to detecting
internationalization related problems, these techniques and
their accompanying papers do not provide analysis or insight
into the occurrence of these problems
To learn more about internationalization problems, we conducted an extensive empirical study of internationalization
failures in web applications. Using automated detection and
analysis techniques, we examined over 449 different web sites
and found that a high percentage of them contained internationalization related problems. We analyzed these websites in
more detail to understand the type of failures, their severity,
and identify useful trends, such as problematic languages and
internationalization frameworks. The results of our study were
insightful. We identified common types of internationalization
failures that were related to the configuration of a webpage
and found a correlation between the prevalence of internationalization failures and specific languages and frameworks.
Overall, these results can help developers to be aware of and
avoid the most common types of internationalization failures.
The rest of this paper is organized as follows. In Section II,
we provide additional background information about website
internationalization. Then in Section III, we introduce and
motivate our choice of research questions for the empirical

study and explain the analyses we developed to address the
different parts of the research questions. We present details
about the subject applications in Section IV. Our results are in
Section V. We discuss threats to validity in Section VI. Finally
we contrast our contributions with related work in Section VII
and summarize our findings in Section VIII.
II. BACKGROUND
Many approaches can be used to build an internationalized
web application. However, two general techniques have become widespread and popular. The first technique is to isolate
the “need-to-translate” text, icons, and images into separate
language-specific resource files. A user’s web browser provides the user’s preferred languages and a server side framework loads the correct language specific resource files and inserts them into placeholders in a webpage. This modularization
of the language-specific content makes the management of the
internationalized website easier. The second approach is to use
online automated translation services (e.g., Google Website
Translator [5]). With this approach, the developers install a
plugin in their website. The website’s visitors can select their
desired language from a list of available languages and the
plugin will scan the webpage to find all of the textual content.
Then, the plugin will send that text to the online automated
translation service, which will reply with a translation of the
text to the desired language. The plugin then replaces the
original text with the translated text. This approach allows
the developers to easily make their web applications available
in a large number of languages without the need to manually
extract and translate the content. However, it is not guaranteed
in either of these approaches that the translated text will not
cause a layout failure, and it is up to the web developer to
verify that the pages’ user interfaces have not been distorted
due to the text translation.
Various types of internationalization failures can occur on
the web. The impact of these failures can lead to distortions in
a webpage’s appearance that can make its user interface less
visually appealing, unreadable, or unusable. There are many
potential problems that can lead to these failures, including:
incorrect translation of the text in the webpage, not using
the proper local conventions, such as measurement systems,
and using culturally inappropriate images or colors. Although
impactful, the solutions to these specific types of failures are
not under the control of software engineers, so we do not
focus on them in this study. Instead, we focus on two types
of failures that are related to the layout of the webpage and
the website’s internationalization configuration.
The first type of internationalization failure that we focus
on in this study is Layout Failures (LFs), which are distortions
of a webpage’s appearance after its translation to a different
language. Figure 1 shows a real world example of an LF taken
from the Hotwire website. In the Mexican version of the page,
the price text overflows its container. In general, the reason this
type of problem occurs is because the size of the text varies
significantly based on its language. The resulting change in
text size causes the text to overflow its intended containing

element or, if the containing element grows with the text, the
container growth can cause other elements to move, changing
the layout of the page. This change in the size of the text is
mainly affected by three factors: the number of characters in
the translated text, the language’s characters’ width, and the
language’s characters’ height. Some of these changes can be
rather dramatic. For example, in English the word “please”
translates to “Se il vous plait” in French, which is almost
three times longer. More generally, IBM internationalization
guidelines state that an English text that is shorter than ten
characters could increase in size from 100% to 200% when
translated to another language [6]. Developers must anticipate
this kind of expansion when they design their webpages.
Additionally, the correct rendering of a page must be verified,
as the fact that it renders properly for one language does not
imply that it will render correctly for other languages.

(a) British version

(b) Mexican version

Fig. 1: Part of a webpage and its localized version
The second type of internationalization failures that we
focus on in this paper is a misconfiguration of an internationalization related property in the website or the web server. We
refer to this type of failure as Configuration Failures (CFs).
Examples of these failures are not providing content language
information in the HTML of the webpage and not specifying
the correct encoding used in the webpage. In some situations,
this type of CF could cause the browser to render the webpage
incorrectly.
III. R ESEARCH Q UESTIONS AND P ROTOCOL
In this section we describe in detail the types of questions
and topics related to Internationalization Failures (IFs) that
our study addresses. Broadly, our study considers the two
previously discussed types of internalization failures, LFs and
CFs. For each of these types we study three dimensions
that can characterize their occurrence in web applications:
frequency, type, and severity. Within each of these dimensions
we further explore breakdowns by language and framework
type. In the rest of this section, we more precisely define each
of the three dimensions, introduce the analyses and metrics
used for each, and then summarize the research questions
addressed in our study.

A. Dimension: Frequency
Measuring the frequency of the different types of IFs helps
us to address the basic question of how often the problem occurs in web applications. Here we are interested in determining
the frequency of the problem with respect to the number of
internationalized webpages. To gain further insight into the
problem, we also break down the results by language and
framework type. Reporting the results by language allows us
to see if versions of webpages translated to certain languages
are generally more problematic than others. For example,
determining if translations that lead to text expansion are more
problematic than translations that lead to text contraction. The
breakdown by framework type gives us insight into whether
pages generated using automatic translation framework are
more or less likely to result in IFs than those designed to
use server side mechanisms.
1) Detecting Layout Failures (LFs): To detect LFs, we ran
a detection tool, GWALI [8], against the subject applications.
GWALI allows web developers to automatically detect and
localize LFs that are introduced in a webpage after translation.
The inputs to GWALI are a baseline page, which is considered
to represent the correct rendering of the website, and a
translated version, which will be checked for LFs. If an LF is
detected, then GWALI returns a ranked list of HTML elements
that are most likely to have caused the detected failure.
GWALI detects LFs by building and then comparing Layout
Graphs (LGs) for the two versions of the website. An LG
models the relative layout of the elements in a webpage. The
nodes of the LG represent the visible HTML elements in
a webpage and an edge between two nodes represents the
visual relationships (e.g., intersects, aligns, contains) that the
elements have with each other. GWALI compares the LGs of
the two versions of the webpage and identifies edges whose
annotations have changed, which signifies that their relative
positioning has changed due to the translated text. Heuristics
are then applied to the reported edges to identify the HTML
elements most likely to be responsible for the detected failure.
A previous evaluation of GWALI showed that it was very
accurate — detecting LFs with 91% precision and 100% recall.
GWALI only needs 9.75 seconds to compare two webpages,
which makes it fast enough for use on the large number of
webpages used in our study.
As we described in Section II, a properly internationalized
website maintains the same general structure of its webpages
after translation. Only the language-specific content is replaced. If this assumption is violated, then GWALI will report
all of the structural changes as LFs. To avoid this situation, we
do not detect a webpage as containing an LF if the two pages
have a different structure (i.e., the translated version contains
more structural changes than those introduced by translated
text.) As with the other analyses, the size of the subject pool
required us to automate the identification of such pages. To
do this we adapted a webpage matching algorithm defined
by the WebDiff Cross-Browser Testing (XBT) technique [12].
This algorithm matches elements probabilistically using the

elements’ attributes, tag names, and Levenshtein distance
between XPath IDs. For the purpose of checking whether
the structure of the two versions of the page is similar, we
computed the matching ratio (number of matched elements in
the baseline divided by the total number of elements). Through
observation, we determined that if the matching ratio was
higher than 95%, then the two webpages did not have any
significant structural differences that would preclude the usage
of GWALI.
2) Detecting Configuration Failures (CFs): To detect CFs,
we ran the World Wide Web Consortium (W3C)’s i18n
Checker against each of the subject applications. The i18n
Checker is the W3C’s official internationalization validation
tool [13], [14] and is used by web developers to verify that
their webpages conform to certain internationalization standards. Note that the i18n Checker only verifies a webpage’s
syntactic compliance and cannot verify any properties related
to the page’s layout or appearance.
As input, the checker retrieves the webpage pointed to by a
URL, parses the page and response headers, and then checks
for compliance with a set of internationalization standards.
The types of standards checked include proper specification of
character encodings, language declarations, and text direction.
As output, the checker reports to the web developer two
different levels of violations: errors and warnings, along with
suggestions on how to fix them.
B. Dimension: Severity
When an IF occurs, we are also interested in understanding
its severity (i.e., impact) on the web application. In general, an
IF can lead to a distortion of the appearance or functionality
of a website, which can negatively impact a site’s aesthetics,
usability, and correctness. However, all IFs may not have the
same impact on end users. IFs with low severity may not be
noticed by a website visitor, and IFs with high severity will
have a more significant impact on the website and are more
likely to negatively impact an end user’s impressions of the
website. Since the impacts of LFs and CFs are very different,
below we individually discuss how we measured the severity
of the different types of IFs.
1) Severity Calculation for Layout Failures (LFs): To calculate the severity of LFs we calculated the impact of the LFs
on the UI of the subject application. Note that the detection of
an LF implies that there has been some sort of change in the
appearance of the subject’s UI. Therefore, we define metrics to
quantify the magnitude of this change. To do this, we utilized
the LGs, which model the layout of the webpages. An LG has
nodes that represent the visible elements in the page and edges
that are annotated with the visual relationships between the
elements. The annotation on the edges captures three types of
visual relationships, direction (i.e., North, South, East, West),
alignment (i.e., top, bottom, left, right), and containment
(i.e., contains and intersects). More details about the Layout
Graph are described in our previous work [8]. We use the
relationships annotating the edges in the LGs to calculate the
following metric. For a pair of LGs, we calculate the number

of changes in the set of visual relationships annotating the
edges in each graph and divide this number by the total number
of visual relationships in the LGs (i.e., the metric is normalized
by the page’s size and layout.) This metric reflects the amount
of distortion between the two UIs of the webpage.
2) Severity Calculation for Configuration Failures (CFs):
To calculate the severity of CFs, we leveraged the severity
ratings provided by the i18n Checker. For each web site,
the checker generates a report containing two levels of CF,
warnings and errors. An error implies that the behavior of a
browser that is compliant with the specifications of the type
of webpage (HTML4, HTML5, or XHTML 1.x) is undefined,
and the document may not be rendered correctly by the
browser. An example of this is that the text may be shown as
replacement characters (e.g., a white question mark inside a
black diamond). A warning is a less serious IF and implies that
some less significant functionalities may not work properly,
such as spell-checking or accessibility text-to-speech features.
C. Dimension: Type
This dimension defines a broad categorization within each
of the two types of IFs. This categorization helps us to
understand the common patterns of LFs and CFs in terms of
their underlying problem or impact on the appearance of the
webpage. The categorizations can also help to guide developers and researchers in the prioritization of the development of
new techniques for preventing or repairing IFs.
1) Types of Layout Failures (LFs): We classify LFs by the
type of change between the baseline and translated version.
To identify the type of change we compare corresponding
edges in the LGs of the two webpages for which GWALI
detected an LF. For each pair of edges we categorize the
change based on the set of annotations associated with an edge.
For example, an edge may originally have “West” associated
with it and in the translated version the “West” relationship
is changed to “North.” From this information we could infer
that the translation caused two elements to move relative
to each other. More broadly, we could classify any change
from one directional annotation (e.g., “North” or “South”)
to a different directional annotation as an LF that caused
an element movement. Below we list the different types of
changes and how we used the annotation changes to infer
them.
Movement: The annotations for an edge change from
direction x to direction y. By “change,” we mean that the
annotation of direction x is removed and another direction
y appears in the translated version. If direction x is still
annotating the edge after the translation, we do not categorize
the failure as a movement failure.
Overflow: The annotations for an edge change from “contains” to “intersects.” This change means that an HTML
element was containing another element or text, and in the
translated page the contained element or text overflowed the
container due to the expansion caused by the translation.
Alignment: This change must satisfy two conditions: (1)
The movement condition does not apply to the edge, and

TABLE I: Summary of the Research Questions
#

Research Question

1

What is the frequency of Layout Failures in web
applications?

2

What is the level of severity of Layout Failures when
they occur?

3

What are the most common types of Layout Failures?

4

What is the frequency of Configuration Failures in
web applications?

5

What is the level of severity of Configuration Failures when they occur?

6

What are the most common types of Configuration
Failures?

(2) an alignment annotation (e.g., “Top Aligned” or “Right
Aligned”) appears in the baseline and disappears or changes
in the translated version. This change means that two elements
in the page that were aligned with each other are still in their
relative positioning in the translated version, but they are no
longer aligned with each other.
2) Types of Configuration Failures (CFs): We define types
of CFs based on the descriptive message returned by the
i18n Checker for each error or warning identified in a subject
app. The descriptive message generally returns three pieces of
information, the severity (i.e., error or warning), a text string
denoting a general type of problem (e.g., missing language
tag), and possibly detailed location information for where in
the page the CF was identified. We use the second piece of
information as the CF type. From our investigation, we found
that there were 39 different types of problems that could be
reported by the checker. Due to space constraints, we do not
list them out, but discuss the most common ones in detail in
Section V-B.
D. Summary of Research Questions
We created the research questions for our study based
on the three different dimensions frequency, severity, and
type. Basically, our set of research questions is the Cartesian
product of the two types of IFs with the three dimensions
explained above. For each of these research questions we
provide aggregate results and then break down the results by
language and type of framework. Table I shows a summary of
our research questions.
IV. S UBJECT A PPLICATIONS
In this section we describe the web applications that we used
to perform our study. To build a pool of subject applications
we used an iterative process to identify applications that were
appropriate for the evaluation. We began by using URouLette
(www.URouLette.com) to identify a set of unique and random
URLs. The initial set contained 9,406 unique URLs. We then
analyzed the page pointed to by each URL to determine if
the website was internationalized (see Section IV-A). If the
analysis detected that the website was internationalized, we
added it to the subject pool. We repeated this process until we

had a subject pool of 449 web sites. In Figure 2, we show a
distribution of our subject applications by the category of the
website. URouLette does not provide us with any information,
beyond a URL, about a website. Therefore, we manually
examined each of the subject applications and classified the
webpages based on their intended usage. The subjects ranged
from simple pages, having only 17 HTML elements, to large
and complex pages, having 6,661 HTML elements.
For each application in the subject pool we downloaded
a baseline language version and a set of translated versions.
We attempted to download translated versions in each of the
twelve most commonly used languages on the web: English,
Russian, German, Japanese, Spanish, French, Portuguese, Italian, Chinese, Polish, Turkish, and Dutch. (See Section IV-C
for additional discussion on language detection.) Some of
the subjects were available in all of the twelve languages,
while others were available in only a subset of these twelve
languages. The total number of webpage pairs (i.e., a baseline
page and a translated page) was 2,241. For each version of
a subject, we saved a local copy of the webpage along with
all of the embedded images and style sheets required for the
page to render correctly. This allowed us to repeatedly run
our analyses offline without dealing with network latency. We
used the Firefox plugin, Scrapbook X [15], to save the pages.
We modified the plugin, so we could automate the process
of saving the pages using the Selenium WebDriver framework
[16]. We loaded each page using Selenium WebDriver, allowed
it to completely render, then disabled the JavaScript running on
it using Scrapbook X. We disabled JavaScript because some
pages used it to dynamically change content (e.g., rotating
main news items) in the Document Object Model (DOM).
This made it difficult to compare the two versions of a page
using GWALI, unless their change timings were synchronized.
The resulting saved page appears exactly as it would be seen
by an end user on an initial visit to the page.
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3%
Activities
11%

Health
1%

News
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36%
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3%
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A. Detecting Internationalization
Our study only considered web applications that were
internationalized. Due to the large number of subjects in our
study, we designed automated heuristics to identify these web
applications based on the URL provided by URouLette. For
each URL, we retrieved the webpage via HTTP. Our first
heuristic was to analyze the HTML and JavaScript content
of the webpage to determine if they contained indicators
of using an internationalization framework. (More details on
the framework detection are provided in Section IV-B.) If
a framework was detected, then we considered the page to
be internationalized. Otherwise, our second heuristic was to
request the page in different languages and check the language
of the response. We did this by initially requesting the webpage
without setting the HTTP “Accept-Language” header. Then
we checked the language of the webpage returned in the
response and marked it as the baseline language. After that,
we sent multiple HTTP requests for the webpage with the
“Accept-Language” header in each request set to a different
language. If the page in one of the responses had a language
different than the baseline, then we considered the subject to
be internationalized. (More details on how we performed the
language detection are provided in Section IV-C.)
B. Framework Detection
In Section V, we report the results broken down by translation framework type. The large number of subjects in our study
necessitated that we automate the framework detection. To do
this, we built a detector for internationalization frameworks.
Our detector examined the HTML and JavaScript of the webpage to identify signatures belonging to different translation
frameworks. For example, calls to certain JavaScript APIs
are only used by a particular framework, while another one
inserts HTML tags with ID attributes set using a specific
pattern. For the frameworks that use automatic translation
frameworks, it was particularly easy to identify the specific
framework used, since a large amount of the code was exposed
to the client (e.g., to allow them to select a drop down box.)
For web sites that used server-side resource files, it was not
possible to identify the framework with any specificity except
for the fact that the translation was performed on the server
side. Therefore, we used the framework detection analysis to
determine whether the translation framework was implemented
on the client-side (e.g., automatic translation framework) or on
the server-side (e.g., resource files.)
C. Language Detection

Arts
9%

Society
9%

Computers &
Technology
13%

Fig. 2: Categorization of the subject applications

In Section V, we also break down the results by language.
Naively, one might assume that the language of the page
is known because it matches the requested translated page.
However, there were two problems that precluded the use of
this simple heuristic. First, developers may only choose to
support a subset of languages with resource files or via a
translation drop down box. They may choose to only support
certain languages based on business reasons or because they
have only tested for correctness in certain key languages. In

this case, the translation frameworks generally return the page
in the default language of the website if they do not support
the requested language. Second, we found that many websites
do not properly set the HTTP content-language header or the
HTML “lang” attribute. As with framework detection, due to
the high number of subjects in our experiments, identifying the
returned language necessitated using an automated analysis.
For automated language detection, we used the popular
language detection library, Compact Language Detector 2
(CLD2) [17]. The input to CLD2 is the URL of the website
and the contents of the webpage. The library then uses a
Naive Bayesian classifier to detect the language of the text
in the page. If the webpage has multiple languages, CLD2
returns the top three languages used in the webpage. Our
subject applications generally only had one language, which
simplified the detection problem. However, if more than one
language was identified, we selected the top language (i.e., the
most frequently used language in the page) and considered
it as the language of the webpage. An evaluation of CLD2
performed by its developers showed that it could correctly
detect the languages of complex multi-language subjects with
99% precision and 98% recall [17].
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Fig. 3: Layout Failure frequency per baseline language

the lowest rate (61%). When breaking the results down by
target language (Figure 4), we could not find any trends, and
the rate of failure was high across all of the languages, ranging
between 69% and 86%.

V. R ESULTS OF S TUDY
In this section we report on the results obtained for each of
the research questions. We first discuss the frequency, severity,
and type with regards to LFs and then do the same for CFs.
A. Results for Layout Failures (LFs)
To address RQs 1–3, we ran GWALI on the subject applications. As we described earlier in Section III-A1, we excluded
all of the pairs (i.e., baseline and translated version) that did
not have a matching structure. This left us with 1,020 pairs
having a baseline version with similar structure to the translated version. These pairs represented 139 different subject
applications. For these pairs, we calculated the frequency of
layout failures, analyzed the layout graph to get the severity,
and categorized the failures that appeared in them.
1) Frequency: To answer RQ1, we calculated frequency
in two ways. First, we calculated frequency across all of the
tested pairs (i.e., baseline and translated version), and reported
the number and percentage of pairs that had at least one IF.
Second, we calculated the results on a subject application
basis. To do this, we grouped the results of the pairs that
belonged to the same subject application and reported if at
least one of the pairs belonging to the subset contained a layout
failure. After calculating both frequency numbers, we broke
down the results by language and framework.
Of the 1,020 translated pairs, 787 (77%) contained at least
one LF detected by GWALI. Reporting the numbers at the
subject application level shows that 121 subjects (87%) had at
least one LF. This indicates how common LFs occur in real
world internationalized web applications.
When breaking the numbers down by baseline language
(Figure 3), we found that Japanese, German, and French had
the highest rate of failing (average of 99%), while Dutch had
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Fig. 4: Layout Failure frequency per target language
When breaking down the numbers by the type of framework,
we found that 90% of the pairs using an automatic translation
framework had LFs, while only 57% of the pairs using a server
side resource file based framework had LFs. Overall, these
results show a clearly higher frequency of LFs is associated
with the automatic translation frameworks.
2) Severity: To answer RQ2, we computed, for all the test
pairs, the severity metric as described in Section III-B (i.e.,
number of changes in the visual relationships in the LGs
divided by the total number of visual relationships in the two
LGs).

First, we computed the average severity ratio for all of the
pairs of pages where an LF was detected. Then we broke down
the results by language and by type of framework.
On average, for the failing pairs, there were 14 visual
relationship changes for every thousand visual relationships
in the LGs. We broke the results down by baseline language
and found that the average severity was highest for French
(40.1) and then Japanese (28.4). This result was the only
statistically significant difference among the languages (ScottKnott test [18] with a p-value < 0.05). The differences for the
remaining languages ranged from 5.7 to 14.6 but did not have
any statistically significant differences. When breaking the
results by target language, we found no statistically significant
differences for any language.
When breaking down the results by the type of framework,
we found a slight increase in the severity of the LFs produced
with server side frameworks. However, our analysis of this
increase showed that it was not statistically significant (MannWhitney U with probability of .05). This is an indicator that
the type of framework is not likely to have a correlation with
the severity of the LFs.
3) Types: To answer RQ3, we recorded the types of
changes detected by GWALI for each pair that contained an
LF. Then we computed, for each type of LF, the percentage
of tested pairs that had that type of change reported. After
reporting the overall numbers, we broke down the results by
language and type of framework. Overall, we found that the
most common type of change was movement. It occurred in
69% of the LFs, compared to overflowing which occurred in
44%, and alignment which occurred in 47%.
When breaking down the results by target language, we
found that movement layout failures occurred most frequently
when the target language was Russian (85%) compared to
the other languages (ranged from 60% to 76%). For the
other types of changes we did not find any trend across the
target languages. When breaking down the results by baseline
languages, we found that translating from Polish and Japanese
led to an overflow the most frequently (100% and 96% of the
pairs for these languages), while English and German led to
an overflow the least frequently (37% and 45%). Also, we
found that alignment failures occur most frequently for pages
translated from the Japanese language (in 92% of the failing
pairs where the baseline language is Japanese).
When breaking down our results by framework, we did not
find any trend. Automated translation frameworks and server
side frameworks had similar distributions for the types of
failures.
B. Results for Configuration Failures (CFs)
To address RQs 4–6, we ran the i18n Checker on our pool
of 449 subject applications. We recorded the results reported
by the checker and counted the frequency of each CF. We
also recorded, for each reported CF, the level of severity as
reported by the i18n Checker (i.e., Error or Warning). After
calculating the results, we broke them down by framework.
Note that it was not meaningful to break down the results by

TABLE II: Frequency of Configuration Failures
Type of Framework
Automatic

No. of Subjects
with Failures

% of Subjects
with Failures

187

60%

Server Side

94

68%

All Subjects

281

63%

language. The reason for this is that the properties checked
by the i18n Checker do not vary based on the language of the
text, they are fixed based on the containing HTML structure.
1) Frequency: To answer RQ4, we calculated the percentage of subjects for which the i18n Checker reported the
presence of a CF. We then broke down the detection reports
by type of framework.
Table II shows the results of this analysis. As can be seen
from the table, overall 281 subjects (63%) had at least one
CF in them. This indicates that CFs are as common as LFs.
When breaking the results down by framework, we found that
server side frameworks had a higher rate (68%) of failures
than automatic translation frameworks (60%).
By breaking down the type of framework further, we found
that websites using the Drupal multilingual module had the
highest rate of CFs (83%), while websites using the Wordpress
multilingual plugin had the lowest rate of CFs (only 31%).
2) Severity: To answer RQ5, we checked the level of
severity for all of the CFs reported by the i18n Checker and
computed how many of these failures were errors and how
many were warnings. Then we broke down our results by the
type of framework.
Overall, among the subjects that were reported by the i18n
Checker as having a CF, we found that 27% of them had
failures with severity level Error. This means that almost a
third of the subjects could have serious flaws in their rendering
and the rendered page’s appearance could vary by browser
implementation irrespective of the browser’s compliance to
HTML specification (i.e., the Error resulted in undefined
behavior with respect to the standard.)
When breaking down the result by framework, we found
that among all of the CFs reported for subjects using automatic
translation frameworks 30% had failures with severity Error.
For server side frameworks, 21% had failures with severity Error. This indicates that CFs reported for automatic translation
framework subjects tended to have more severity than server
side framework subjects.
3) Types: To answer RQ6, we counted the different types
of general messages provided with the errors and warnings
reported by the i18n Checker. For each type of error or warning
we counted its frequency as a percentage of all of the errors
and warnings.
Table III shows the results of this analysis. The second
column in the table contains the types of CFs. The third
column contains their frequency, and the fourth contains
their percentage among all the failures at the same level of
severity. As can be seen in the table, “No character encoding

information” was the most common type of error reported by
the i18n Checker. It constituted 35% of all of the reported
errors. The most common type of warning was “The html
tag has no language attribute,” which constituted almost half
of the reported warnings. Note that the failure “A tag uses an
xml:lang attribute without an associated lang attribute” appears
both as an error and as a warning in the table. This is because
HTML5 and XHTML5 require developers to use a “lang”
attribute if they use an “xml:lang” attribute, while in older
standards this is not required and only recommended. This
type of failure is classified as an error for pages served as
HTML5 or XHTML5, and a warning for pages using older
standards.
C. Discussion of Results
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Fig. 5: Rate of Layout Failures and Configuration Errors for
Automatic Frameworks vs. Server Side Frameworks
Figure 5 shows the rate of Layout Failures and Configuration Errors (note, warnings are omitted from this count)
both for automatic translation frameworks and server side
frameworks. As can be seen from the graph, the results
of our study show that websites using automatic translation
frameworks are more likely to have LFs compared to websites
using server side frameworks. They also have a higher rate of
configuration errors. While the cause of this is unknown, we
hypothesize that since the automatic translation framework is a
lower-cost option, as compared to the server-side framework,
development teams that are using the automatic translation
frameworks could be those on a tighter development budget.
These teams may also be less likely to have the resources to
thoroughly test the translated versions. Alternatively, this could
be the symptom of using a third party translation service that
has not carefully crafted the translated strings to fit into the
available space. It is important for developers to note that even
though automatic translation frameworks are easier to install,
they tend to have more problems since they are not fine tuned

for the website and include many language options that require
extra testing effort.
The frequency results for CFs show that they occur frequently in websites built by both automatic translation frameworks and by server side resource file based frameworks. A
common underlying theme for the most common types of
CFs (shown in Table III) is that their root cause could be
attributable to developer errors with respect to the correct
way of using the language and encoding declarations. For
example, the two most common types of errors are related to
setting the character encoding correctly and within the first
1,024 bytes of the document. Neither of these actions are
particularly hard to carry out correctly. In fact, they are both
easy to detect and easy to fix, but avoiding them requires that
developers be made aware of these requirements. Developers
can incorporate a checker, such as the i18n checker, into their
tool chain, or frameworks can be designed in such a way that
they can automatically manage many of the relevant settings.
Delegation to the framework would lower the possibility of
configuration failures making it into deployed web sites.
VI. T HREATS TO VALIDITY
A. External Validity
To avoid any bias in the selection of the subject applications,
we randomly selected them from a random URL generator,
URouLette. The selected pool of subject applications has variety in the popularity, complexity, and size of the webpages. To
ensure variety in the languages we performed our experiments
on the 12 most commonly used languages on the web. This
variation allowed us to ensure that our subjects are representative of web applications in general. However, one limitation
of our approach is not including right-to-left languages, such
as Arabic, Farsi, and Hebrew. In these languages the layout
of the page is mirrored, which needs special handling that is
not supported by the underlying framework (GWALI) we used
in our analysis. A complete list of the webpages used in our
experiments is available from the projects website [19]
The fact that we disabled JavaScript after the webpages
were loaded may seem like a threat to external validity.
However, disabling JavaScript does not mean that our analysis
cannot handle subjects that use JavaScript. Note that we
only disable JavaScript after the page was fully loaded. We
did this to ensure that dynamically changing content was
synchronized between the two pages (i.e., at its initial state),
because GWALI cannot compare pages if they are changing
(e.g., sliding news banners). The rendering of the pages we
performed our analysis on was exactly what the website
visitors would see when the page is fully loaded in the browser.
Note that disabling JavaScript would only reduce the recall of
our detection results if the JavaScript triggered another part of
the page to be displayed that contained an IF.
B. Internal Validity
A threat to internal validity is that we used automated
analysis tools to classify and identify characteristics of our

TABLE III: Most Common Configuration Failures
Level of Failure

Top Reported

No. of Subjects

Percentage

Error

No character encoding information
Character encoding declaration in a “meta” tag not within 1024 bytes of the file start
A tag uses an “xml:lang” attribute without an associated “lang” attribute
Conflicting character encoding declarations
Content-Language “meta” element used to set the default document language
Multiple encoding declarations using the “meta” tag

29
16
14
7
6
5

35%
19%
17%
8%
7%
6%

Warning

The “html” tag has no language attribute
Encoding declared only in HTTP header
The language declaration in the “html” tag will have no effect
A tag uses an “xml:lang” attribute without an associated “lang” attribute

186
103
20
19

47.1%
26.1%
5.1%
4.8%

subjects. These tools can have false positives and false negatives, which could impact the accuracy of our results and
claims. However, these tools have been shown to have high
accuracy, which minimizes this threat. The language detector
we have chosen, CLD2, is used by popular web browsers,
such as Google Chrome. It has high accuracy and can reliably
detect the language of a webpage. An evaluation shows that
it can detect the language of a text with 99% precision and
98% recall [17]. We also tested our framework detector and
verified that it can accurately detect whether the type of
the translation framework used in the web application is a
client based automatic translation framework or a resource
files based framework. To do so, we manually examined a
large number of subjects that used an automatic translation
framework, and made sure that they could be reliably detected.
To detect LFs in the translated webpages, we used GWALI. A
previous evaluation of GWALI [8] showed that it could detect
LFs with high accuracy (91% precision and 100% recall).
Another threat to internal validity is the method we used to
identify the baseline language for each of subject applications.
To identify the baseline language, we set the browser to send
an HTTP request without specifying the Accept-Language
header. However, some websites will use the geographical
location of the user to respond with a localized version of
the requested webpage instead of responding with the original
version. We performed our experiments from a machine in
the United States, so if this geo-localization occurred then
our analysis would have erroneously identified the American
English version as the baseline. However, we do not think this
would affect our results regarding the frequency of IF since
the widespread popularity of English on the web means that
this language version is generally well tested and is highly
likely to be rendered correctly.
C. Construct Validity
A threat to construct validity is our selection of the metrics
to measure the severity of LFs and CFs. For LFs, an alternative
metric for severity can be measured by having a set of users
visually examine a pair of webpages and rate the amount
of distortion the translated version exhibits. However, such
a rating can be highly subjective. Instead, we chose to use a
more objective and quantifiable metric, the number of inconsistent relationships in the edges of the LG. Intuitively, a high

number of inconsistent edges in the LG means more distortion
has occurred to the webpage after translation. We think the
amount of distortion is a good indicator of the severity of
the failure since changes in elements’ position and visual
relationships affects a website’s rendered appearance, which
can impact usability and, more broadly, the user experience.
To measure the severity of CFs, we used the number of errors
and warnings reported by the i18n Checker. We decided to use
this classification because it represents the consensus judgment
of the W3C Internationalization (i18n) Group on the severity
and impact of a particular CF on a webpage.
VII. R ELATED W ORK
There are two areas of related work that we discuss in
this section. First, we discuss several studies that have been
conducted to investigate issues related to internationalization
on the web. Although these have not focused on analyzing
the presence of internationalization failures on the web, they
have covered related topics. Second, we give an overview
of techniques that are used to detect the presence of layout
failures in web and mobile applications.
A. Studies on Internationalization
Work by Becker [20] studied the usability of the webpages
of online companies from an internationalization perspective.
The study analyzed 17 localized websites to explore sensitivities to cultural and religious differences in the global
marketplace. It also explored the quality of translation for bidirectional languages. In his work, Becker did not focus on
analyzing the presence of IFs. Instead, the focus was on the
usability of websites in terms of colors and images that are
acceptable in targeted cultures.
A study by Kondratova and Goldfarb [21] explored the
UI design preferences of different countries and cultures
around the world. In particular, the study focused on the color
preferences in different cultures. The authors surveyed the
usage of color in website interfaces in different countries, then
provided recommendations for country-specific color palettes
that were appropriate for the different cultures. This study
helped in understanding cultural preferences in UI design.
However, it does not address the issue of IFs’ presence on
the web.

B. Detection and Prevention Techniques
Our previous work GWALI [8] and the W3C i18n Checker
[13] are the techniques we used in this paper for detecting
the two different types of internationalization failures. GWALI
provides the ability to detect LFs in webpages, while the
i18n Checker can detect CFs. Neither of the previous works
performed an empirical study to investigate the frequency,
types, or severity of internationalization failures in the web.
TranStrL [10] is a technique that locates hard-coded strings
in web applications that developers need to isolate in resource
files for translation. This technique simplifies the process of
translating web applications that were not internationalized at
the beginning of the software development process.
In the rest of this subsection, we discuss techniques that
are related to finding UI related failures in web applications.
Although these techniques cannot be used to detect IFs, they
are closely related due to their focus on finding failures in the
appearance of web application UIs.
LayoutTest [22] is a software library developed by LinkedIn
to test the layout of iOS applications. The library allows
developers to define a data specification (dictionary), which is
used to generate different combinations of testing data. Then
the interface of the app is exercised with the generated data.
The library automatically checks for overlapping elements in
the UI and allows the developers to write assertions to verify
that the layout and the content in the interface are correct.
Apple provides users of its Xcode IDE with the ability
to test the layout of their iOS apps and the apps’ ability to
adapt to internationalized text [7]. This is performed using
“pseudo-localization,” which is a process that replaces all of
the text in the application with other dummy text that has some
problematic characteristics. The new text is typically longer
and contains non-Latin characters. This helps in early detection
of internationalization faults in the apps. The technique also
tests right-to-left languages by changing the direction of the
text. Manual effort from the developers is still needed though
since they have to verify that elements in the GUI reposition
and resize appropriately after the pseudo-localization and
direction change.
WebSee [23], [24], [25] and FieryEye [26] are techniques
that utilize computer vision and image processing techniques
to compare a browser rendered test webpage with an oracle
image to find visual differences. The two techniques are useful
in usage scenarios where the page under test is expected
to match an oracle (e.g., mock-up driven development and
regression debugging).
Invariant specification techniques such as Selenium WebDriver [16], Cucumber [27], Cornipickle [28] and Crawljax
[29] allow developers to write assertions on the page’s HTML
and CSS data. These assertions will then be checked against
the webpage’s DOM. These techniques are useful in regression
testing to verify that the functionality and the layout of the
webpage has not changed after modifying the code.

VIII. C ONCLUSION
In this paper, we presented the results of an extensive
empirical study we performed to understand internationalization failures in the web. For this study, we analyzed over
449 internationalized websites to find common trends in the
frequency, severity, and types of internationalization failures.
The results of our study show that internationalization
failures are common in the web. However, not many tools
have been developed to handle this problem. This motivates
software engineering researchers to do further research to
tackle the problem. In addition, web developers should be
aware of the amount of expansion and contraction that could
occur to the text after translation, and they should allow
the layout of their websites to adapt this expansion and
contraction. Also, when using automatic translation frameworks, developers should be aware of the tradeoff between
the easiness of installing them and their correlation with higher
amount of internationalization failures.
In general, our results provided interesting insights for
developers about the common types of internationalization
failures. We hope these findings help developers avoid internationalization failures by understanding them in more depth.
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