
Classical error correction

The most general classical single-bit error is the bit-flip:
0 ↔ 1. We will assume a simple error model (the binary
symmetric channel) in which bit flips errors occur on each
bit independently with probablility p per unit time. We
expect a bit to be corrupted after O(1/p) steps. In
general, we assume p≪ 1.

To get around this problem, we use redundant coding to
help detect and correct errors. The simplest version of
this is just to keep multiple copies of each bit.

If we keep two copies of each bit, 0 and 1 are encoded in
the pairs 00 and 11, respectively. If an error occurs to
one of the two bits, we will get the pair 01 or 10. Since
these pairs should never occur, if we see them we know
that an error has happened.
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Error Detection and Correction

Slightly more technically, the strings 00 and 11 have
even parity; if we detect a string with odd parity, we know
that an error has occurred. This is an error-detecting code.

Detecting errors is all very well, but we would really like
to do more than that: we would like to correct them as
well. We can do that by increasing redundancy and
keeping 3 copies of each bit: 0 → 000, 1 → 111.

If an error occurs, we get one of the strings 001, 010,
100, 110, 101, 011. In this case, we correct the bit by
using the majority value:

001, 010, 100 → 000, 110, 101, 011 → 111.

This is the simplest possible error-correcting code, the
majority-rule code.
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We can frame the majority rule code in terms of parities
as well. In this case, we look at two parities: the parity
of the first two bits, and the parity of the second two
bits. For the legitimate code words 000 and 111, these
both have parity 0; for all other strings, at least one of
them has parity 1. We call these values parity checks or
error syndromes.

00 = no error (codeword 000 or 111);
01 = bit 3 flipped (codeword 001 or 110);
10 = bit 1 flipped (codeword 100 or 011);
11 = bit 2 flipped (codeword 010 or 101).

If we know the syndrome, we can correct the error by
flipping the corrupted bit again. This code has a
correctable error set comprising no error and all single-bit errors.
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Linear Codes

The majority rule code is an example of a linear code.
Such codes have the structure of a vector subspace
over a finite field—in this case, the Boolean (bit) field.

Let’s see how this works. We can think of the
codewords 000 and 111 as being 3-vectors whose
entries are bits:

000 ↔







0

0

0






, 111 ↔







1

1

1






.

These vectors can be added together, or multiplied by
scalars (bits), using binary arithmetic: multiplication is
AND and addition is XOR.
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We can define the codewords using a parity-check matrix
H:

H =

(

1 1 0

0 1 1

)

.

A binary vector v is a legitimate codeword if it satisfied
the equation Hv = 0. Notice that our two codewords
satisfy this equation for the above parity-check matrix.

The set of all legitimate codewords forms a subspace.
We call this the code space.

Notice also that our vectors have the same additive
properties as the bits they represent: 0 + 0 = 0, 0 + 1 =
1 + 0 = 1, 1 + 1 = 0. This is true of all linear codes.
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Error vectors

If one or more bit-flip errors occur, we can represent this
by adding an error vector to our codeword: v → v

′ = v+ e.

For example, the three single-bit error have vectors

e1 =







1

0

0






, e2 =







0

1

0






, e3 =







0

0

1






.

We can detect the presence of an error by multiplying v
′

by the parity-check matrix H:

Hv
′ = H(v + e) = 0+He = He.

Let’s calculate Hej for each of the above errors.
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For our three single-bit errors we get

He1 =

(

1

0

)

, He2 =

(

1

1

)

, He3 =

(

0

1

)

.

These vectors are the same as our error syndromes!

Each row of H corresponds to a particular parity check.
Together they give the error syndrome.

A set of errors e1, . . . , en is detectable by a code with
parity-check matrix H if Hej 6= 0 for all j.

A set of errors e1, . . . , en is correctable by a code with
parity-check matrix H if Hej is distinct for all j.
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Properties of Linear Codes

There are far more sophisticated and effective codes than
the majority rule code. But the essential properties of linear
codes are well illustrated by this very simple example:

1. The state of single bits (or, more generally, of words) is
embedded in a larger number of bits, exploiting a
redundant representation. We think of these as forming
a bit vector v. The code is specified by a parity-check
matrix H.

2. A legitimate codeword satisfies Hv = 0 The legitimate
codewords form a subspace, the code space.

3. Errors are also represented by bit vectors e, which can
be added to the legitimate codewords. Errors are
detected by multiplying the bit vector by H.
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4. These errors can be characterized by parity-checks or
error syndromes He.

5. If these syndromes give enough information, it is
possible to conclude which error occurred and correct it.

Note that no code can correct every possible error!
There are simply too many errors—if they could all be
corrected, there would be no room to store any
information. The goal is to design a code to correct the
most probable errors; any remaining errors would be
uncorrectable (or worse, would not even be detected),
but are assumed to occur only with very low probability.

For the binary symmetric channel, if the intrinsic error
rate p is small, using an error-correcting code can
reduce the overall error probability to higher order in p.
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Uncorrectable Errors

The majority rule code lets one recover from a single
error. But if two errors occur (to different bits) then the
correction step will work incorrectly; the encoded bit will
be flipped. E.g.,

000 → 101 → 111.

If three errors occur, then the error is not even
detectable. E.g.,

000 → 111.

In addition to this, the absolute probability of error has
increased because of the encoding! Since we are
representing each bit by several bits, the number of
possible errors grows. The probability of a single-bit
error goes from p to 3p.
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However, since we can correct single-bit errors, it is
really two-bit and three-bit errors that are important.
The probability of a two-bit error is 3p2, and the
probability of a three-bit error is p3. If

3p2 + p3 < p,

then it pays to do error correction.

If p is fairly small, then this will always be true. The key
point is that for low levels of noise, error-correcting
codes can give a big improvement in performance for a
relatively small overhead. We have changed the error
probability to a higher power of p.
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Quantum error correction

Naively it would seem that this kind of error correction is
impossible for quantum systems. Redundancy seems
to require the ability to copy the state of the quantum
system, which is banned by the no-cloning theorem:

Û |ψ〉 ⊗ |0〉 ⊗ |0〉 6= |ψ〉 ⊗ |ψ〉 ⊗ |ψ〉.

Also, finding the syndromes requires making
measurements, which would disturb the state. It seems
that error correcting codes should have no quantum
analogue.

Needless to say, that naive intuition is dead wrong.
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The bit-flip code

For the moment, let us limit ourselves to bit-flip errors.
We have seen how such error processes can arise from
decoherence and/or imperfect gates. In the quantum
context, a bit-flip is the same as an X̂ gate.

|0〉 → X̂|0〉 = |1〉, |1〉 → X̂|1〉 = |0〉,

|ψ〉 = α|0〉+ β|1〉 → X̂|ψ〉 = α|1〉+ β|0〉.
We protect from such errors by unitarily embedding this
single q-bit state in the state of three q-bits:

(α|0〉+ β|1〉)|0〉|0〉 → α|000〉+ β|111〉.

Note that we have not copied |ψ〉, so this doesn’t violate
the no-cloning theorem.
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A simple circuit that does this encoding is

Suppose a single bit-flip error occurs on (say) bit 1. The
state becomes α|100〉+ β|011〉. Similarly, errors on bits
2 and 3 result in states

α|010〉+ β|101〉, α|001〉+ β|110〉.

We could determine which error (if any) occurred if we
knew the parities of bits 1 and 2 and bits 2 and 3.
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Now come the three key insights that make quantum error
correction possible.

1. It is possible to measure the parity of two bits without
measuring the bits themselves.

2. It is possible to undo the X̂ error by means of a unitary
gate.
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By measuring the syndrome, we know if our system is
in the space spanned by |000〉, |111〉, by |100〉, |011〉, by
|010〉, |101〉, or by |001〉, |110〉. We then either do nothing
in the first case, or apply an X̂ to bit 1, 2, or 3 in the
other three cases.

What if instead of a bit-flip X̂, our error causes an
X-rotation on one of the q-bits (e.g., bit 2)? The rotation
is cos(θ/2)Î − i sin(θ/2)X̂2, and our state becomes

cos(θ/2)(α|000〉+ β|111〉)− i sin(θ/2)(α|010〉+ β|101〉).

This is a superposition of the state with no error and the
state with a single X̂2 error!
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When we do the error syndrome measurement, with
probability cos2(θ/2) we detect no error, and with
probability sin2(θ/2) a bit-flip on q-bit 2 (which we then
correct). In either case, we are left with the correct
state! So this code protects not just against X̂, but any
error involving only Î and X̂.

The reason that this works is that bit-flip errors on a
single bit move the state into an orthogonal subspace.
By measuring which subspace we are in (i.e., by
measuring the parities), we can detect and correct an
error without disturbing the encoded state |ψ〉.

3. This gives us our third insight: if a quantum code can
correct errors ê1 and ê2, it can correct any linear
combination aê1 + bê2.
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Stabilizers

Here is another, very powerful, way of understanding
our quantum error-correcting code. When we measure
the parities, we are measuring the observables

Ẑ ⊗ Ẑ ⊗ Î , Î ⊗ Ẑ ⊗ Ẑ.

They both have eigenvalues +1 and −1.

Our encoded state |ψL〉 = α|000〉 + β|111〉 is a +1
eigenstate of both these operators. This means

(Ẑ ⊗ Ẑ ⊗ Î)|ψL〉 = (Î ⊗ Ẑ ⊗ Ẑ)|ψL〉 = |ψL〉.

We call these two parity-check operators stabilizer
generators of the code. The code space is the simultaneous
+1 eigenspace of both stabilizer generators.
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The three error operators X̂1,2,3 all anticommute with
one or both of the stabilizer generators. When one of
these errors occurs, it moves the state to the −1
eigenstate of one or both of the generators. When we
measure them, we can detect the error and correct it.

Notice the connection between the stabilizer generators
and the rows of the classical parity-check matrix:

H =

(

1 1 0

0 1 1

)

.

Where there is a 1 we have a Ẑ, where there is a 0 we
have an Î. We can use this to turn any classical linear
code into a quantum code against bit flips.
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The phase-flip code.

Suppose that instead of an error which multiplies a bit
by X̂, we have a process that multiplies by Ẑ:

|ψ〉 = α|0〉+ β|1〉 → Ẑ|ψ〉 = α|0〉 − β|1〉.

In this case, the code we have just seen is useless:

α|000〉+ β|111〉 → α|000〉 − β|111〉.

However, if we recall that X and Z are interchanged by
the Hadamard, we can see how to protect against
phase-flip errors as well:

(α|0〉+ β|1〉)|00〉 → 1√
8

(

α(|0〉+ |1〉)⊗3 + β(|0〉 − |1〉)⊗3
)

= α|+++〉+ β| − −−〉.
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Here is a circuit which does this encoding:

The syndromes are read by the following:

The phase-flip code is just the same as the bit-flip code,
only with the X and Z bases interchanged.
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This works because phase-flips look like bit-flips in the
X basis, and vice-versa. We can define stabilizer
generators for the phase-flip code:

X̂ ⊗ X̂ ⊗ Î , Î ⊗ X̂ ⊗ X̂.

Once again, the code space is the simultaneous +1

eigenspace of the generators, and the errors Ẑ1,2,3

anticommute with the generators. By measuring the
generators, we can detect and correct single-bit phase
flips, plus any linear combinations of them.

The generators again correspond to rows of a classical
parity-check matrix! Only now, 1 corresponds to X̂, and
0 corresponds to Î.
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Just as in the classical case, a quantum error-correcting
code cannot correct all possible errors.

For our two examples, if two or more errors occur our
error correction fails.

But again, just as in the classical case, we have
reduced the probability of this from p to ∼ 3p2. So long
as the error probability p is small, we have gained by
doing error correction.

Unfortunately, though, we usually cannot count on the
noise in a quantum system including only bit flips or
only phase flips. For example, depolarizing noise
includes both!

– p. 23/27



While these two codes demonstrate that in principle
quantum error correction is possible, in practice they
are not particularly useful. This is because in QM there
are many more errors than in classical information
theory. The bit-flip code will protect against any error
operator involving only X̂ and Î, but is useless against
Ẑ or Ŷ . Similarly, the phase-flip code will protect against
any error operator involving only Î and Ẑ, but not
against X̂ and Ŷ . We can build a similar code against
Ŷ , but it is useless against X̂ and Ẑ.

Can we do better than this? Is it possible to design a
code which protects against multiple kinds of errors?
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The Shor Code

Consider the following encoding of a single bit in nine
bits:

α|0〉+β|1〉 → α

23/2
(|000〉+ |111〉)⊗3+

β

23/2
(|000〉− |111〉)⊗3.

These 9 bit code words have the structure of a phase-
flip code, but with each of the (|0〉 ± |1〉) replaced by a
bit-flip code (|000〉 ± |111〉).
This type of code—one code nested inside another—is
called a concatenated code. This turns out to be a very
important concept in making quantum computers (or
indeed, classical computers) robust against noise. By
concatenating codes, we can make the error rates as
low as we like, provided the initial rate is sufficiently low.
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Error correction for the Shor code works as follows:

1. Do bit-flip error correction by measuring two parities for
each triplet of bits and undo any bit-flip errors detected.
The six parities measured are: p12, p23, p45, p56, p78, p89.
This will detect up to one bit flip in each triplet.

2. Now measure the parity of the phases of triplets 1 and 2,
and triplets 2 and 3. This will detect one phase flip in
any of the bits.

Here are the stabilizer generators for the Shor code:

Ẑ1Ẑ2, Ẑ2Ẑ3, Ẑ4Ẑ5, Ẑ5Ẑ6, Ẑ7Ẑ8, Ẑ8Ẑ9,

X̂1X̂2X̂3X̂4X̂5X̂6, X̂4X̂5X̂6X̂7X̂8X̂9.
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Stabilizers involving only Ẑs or only X̂s can only detect
one kind of error. The Shor code includes both.

We see that this code can detect a bit flip and a phase
flip. But it can do more than that! Recall that iŶ = ẐX̂.
A Ŷ error is the same as an X̂ error followed by a Ẑ
error. So this code can correct Ŷ errors as well.

Since any 1-bit operator can be written Ô = aÎ + bX̂

+cŶ + dẐ, this code can correct any error on a single bit.
The Shor code protects against general errors.

Next time: we look at more general error correcting
codes, and the ultimate goal: making quantum
computation fault-tolerant.
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